
Figure 1. Seasonal anomaly of total column ozone over 35 to 60°N from the CMAM SD 
simulation compared with the ground-based total column observations updated from Fioletov 
et al., (2002). The anomalies are relative to the 1960-1975 average for the simulation and 1964-
1978 for the observations. Note that the CCMI-specified REF-C1SD simulation nudged to ERA-
Interim from 1979 continued from a simulation that was nudged to ERA-40 to the end of 1978, 
with the change in reanalysis introducing significant discontinuities in many model fields. The 
column ozone timeseries up to 1979 was merged with data from 1981 onwards using the 
method described in Shepherd et al. (2014). The grey bar denotes a two-year window where 
the model column ozone is assumed to be adjusting to the change in reanalysis dataset used. 
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Abstract 
Chemistry-climate models (CCMs) are increasingly being used in a ‘specified dynamics’ configuration, 
whereby the dynamical evolution of the atmosphere is constrained to follow a predefined path. The 
typical approach being to add an additional tendency to the dynamical fields that ‘nudges’ them 
towards an external field, typically the historical, time-evolving state of the atmosphere as 
represented by a reanalysis dataset.  Constraining the dynamical evolution of the atmosphere to 
follow observations as represented in reanalysis is advantageous for assessing CCMs as it removes 
much of the internal variability of the atmosphere and allows for a more direct comparison of 
chemical fields with observations. While nudged CCMs have shown considerable skill in reproducing 
certain aspects of the observed evolution of the chemical state of the atmosphere, such as total 
column ozone, finer details of the representation have not been significantly explored. Further, a 
number of different methods for constraining the evolution of the dynamical fields exists and there is 
little information on the relative advantages and disadvantages of different approaches. As part of 
the Chemistry-Climate Model Initiative (CCMI) a specified dynamics simulation was specified for the 
participating CCMs, in addition to freely running historical simulations. Here we compare the 
relationships between dynamical and chemical fields in the vicinity of the tropopause for the 
specified dynamics (REF-C1SD) and freely-running (REF-C1) CCMI simulations from a number of CCMI 
models that performed both of these simulations to develop a greater understanding of how 
‘nudging’ may affect the representation of model fields. 

CCMI REF-C1SD Simulations 
The goals of the ‘Specified Dynamics’ (SD) simulation revolve around constraining the evolution of 
the dynamical fields (winds and temperature) to remove, to a significant degree, the effects of 
internal dynamical variability and model biases in the physical climate on chemical fields. This should 
allow a ‘cleaner’ comparison of the chemical fields across models and against observations. In the 
case of an otherwise freely running CCM, the dynamical fields are constrained to follow the evolution 
prescribed in a continuous reanalysis dataset such as MERRA, NCEP or ERA-Interim over the period 
1980 – 2010, when satellite data was available to be incorporated into the reanalysis. The typical, but 
not only, method to constrain the evolution of the CCM dynamical fields is by relaxation towards the 
reanalysis, or ‘nudging’, through the addition of an additional tendency to the model dynamical 
variables given as 

-(Χt – ΧR
t)/Τ0 

Here Χt is the model variable and ΧR
t is the same variable from the reanalysis dataset, both valid at 

time t, and Τ0 is the relaxational time constant. The relaxational time constant typically has a value no 
larger than several days to ensure that the magnitude of the nudging term is sufficient to constrain 
the model variables to follow the evolution of the reanalysis. The time constant may also have a 
constant value over the full domain of the reanalysis or have a spatially varying value - typically 
varying in the vertical. 

Groups using chemistry transport models (CTMs) have also participated in the CCMI specified 
dynamics simulations, with meteorological fields taken directly from reanalysis as they would 
normally drive their CTM. 

Analysis 
At this point the analysis has focused on the Canadian Middle Atmosphere Model (CMAM), with 
plans to expand the analysis to other CCMs and (hopefully) CTMs that submitted results to CCMI. The 
CMAM is a CCM that was nudged toward ERA-Interim reanalysis (Dee et al., 2011) for the specified 
dynamics simulation. The CMAM uses a spectral dynamical core, run at T47 for these simulations, 
and the nudging of the model dynamical variables (temperature, vorticity and divergence) is 
performed in spectral space on all wavenumbers up to T21. The value of the relaxational time 
constant is 24 hours on all model levels up to 1 hPa, the upper limit of the available ERA-Interim 
fields. 

As specified for the REF-C1SD experiment, the SSTs and sea-ice were specified from the HadISST1 
dataset (Rayner et al., 2003), surface concentrations of ozone depleting substances follow the 
observed historical record, emissions of ozone precursors (CO and NOx for the tropospheric methane 
chemistry in CMAM) are specified from the CMIP5 historical database (Lamarque et al., 2010) to 2005 
and follow RCP8.5 to 2010. Stratospheric aerosol amounts and solar variability follow the CCMI 
specifications. 

A companion experiment, the REF-C1, using identical forcings but with freely running dynamics was 
also completed and is compared with the Specified Dynamics simulation here. 
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Figure 1 compares the evolution of seasonal-average ozone over the Northern Hemisphere mid-
latitudes with ground-based observations. By specifying the interannual variability in transport 
through nudging of the dynamics to reanalysis, quite a good representation of the interannual 
variability in total column ozone can be achieved. While such good agreement for total column is 
certainly a hopeful sign that SD simulations are doing the ‘right thing for the right reason’, the total 
column is a vertically integrated quantity and there is certainly a possibility for offsetting errors. To 
look more closely at how adding an additional tendency through nudging may affect the model 
climate, we will look more closely at relationships between dynamical and chemical variables around 
the tropopause – a region with large spatial variations in stability and tracer concentrations. 

Figure 2. The difference in seasonal 
average ozone between the free-
running and SD runs of CMAM over 
the northern hemisphere. The 
differences are calculated over 
1990 – 2009 as (free-running – SD) 
and expressed as a percentage for 
DJF (left) and JJA (right). Plotted 
overtop are the zonally averaged 
positions of the 2, 4, and 6 PVU 
potential vorticity surfaces and the 
340, 360 and 380K potential 
temperature surfaces. The free-run 
is shown with solid lines and the SD 
run with dashed lines. 

The plot of differences in zonally averaged ozone between the free-running and SD simulations are 
shown in Figure 2. Over much of the mid-latitudes there is not a significant difference in the 
placement of the 2PVU surface, suggesting the two runs place the tropopause in a similar place, 
while there is a large region in the vicinity of the tropopause where ozone in the SD run is higher than 
in the free run. 

Figure 3. The probability density 
function (PDF) of paired ozone 
concentration and potential 
vorticity for DJF over 30 - 60°N 
with the free-run on the left and 
the SD run on the right. 
Instantaneous data was sampled 
between 600 hPa and 420K 
potential temperature and for 
2000 to 2009.  Contours for 0.01, 
0.1 and 1% from the free-run are 
overlain on the SD plot. 

As shown in Figure 3, the differences in the concentration of ozone around the extra-tropical 
tropopause seen in Figure 2 do reflect a difference in the distribution of ozone relative to the 
tropopause. The SD simulation shows a similar lower bound on ozone at the same value of PV but has 
a wider distribution going towards high concentrations.  This can be seen more clearly in Figure 4, 
that compares the ozone PDF at 2 PVU for both the free-run and the SD run for DJF and JJA. 

Figure 4. The PDF of ozone 
concentration at 2 PVU for the 
free-run and SD run for DJF (left) 
and JJA (right). Data is sampled as 
described for Figure 3, but has 
been re-normalized. 

We now investigate mixing in the vicinity of the tropopause by looking at the relationship between 
ozone and CO in tropopause relative coordinates. For these plots we define the tropopause as the 2 
PVU surface. In the case of multiple instances of 2 PVU in a single column the uppermost occurrence 
of 2 PVU is defined as the tropopause. 

Figure 5. The PDF of paired ozone 
and CO concentrations at 10K 
potential temperature above the 
tropopause (2 PVU) and between 
30 and 60°N for DJF. The free-run 
is on the left and the SD run is on 
the right. As in Figure 3, contours 
for 0.01, 0.1 and 1% from the free-
run are overlain on the SD plot. 
 

The relationship between ozone and CO for the SD simulation shows an extension to more 
stratospheric (higher ozone, lower CO) values, while maintaining a similar distribution of CO-ozone 
towards lower ozone and higher CO concentrations.  

Figure 6. As in Figure 5, for ozone 
and CO at the tropopause (2 PVU). 

At the tropopause, shown in Figure 6, a similar pattern of differences are found between the free-run 
and the SD run, with a greater prevalence of stratospheric air broadening the distribution towards 
higher ozone and lower CO, while maintaining the distribution of air of more tropospheric origin. 

Figure 7. As in Figure 6, for ozone 
and CO at 10K potential 
temperature below the 
tropopause. 

A very similar pattern of differences are seen between the two runs at 5K below the tropopause (not 
shown) as was seen for higher levels. At 10K below, Figure 7, the most significant difference is the 
appearance of a tail of more stratospheric air in the free-run that is absent from the SD simulation. It 
would seem the SD simulation has a reduced occurrence of strong stratosphere-to-troposphere 
exchange events. 


